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ABSTRACT

Fusing information from diverse detectors remainsa
challenge in the �eld of intrusion detection.We apply
data fusion techniquesto fuse alerts generated by dif-
ferent detectors that signal the potential presenceof an
intrusion. Data fusion has been shown to result in a
decreasein falsepositiveswhile achieving an improved
level of detection.By combiningdetectionsfrom fusers
on distributedhosts,a systemcan also detectand track
the spread of an intrusion. We proceedto analyzethe
responsetime requirementsof such a distributed con-
tainment systemby including an explicit containment
parameterin the spreadingformulation.

I. INTR ODUCTION

We presenta datafusion basedapproachto detecting
network-originatedintrusionsat a host. We also inves-
tigate responsetimes neededto contain the spreadof
a rapidly self-propagatingintrusion.While recentyears
have seen signi�cant advancesin intrusion detection
research,the task of combining diverse detectorsof
intrusionremainschallengingandopenfrom an analyt-
ical and foundationalperspective. Most intrusiondetec-
tors are purely network-based(i.e., thosethat examine
packet characteristics)or host-based(i.e., those that
examine operatingsystembehavior), and they �ag the
potentialpresenceof an intrusionby comparingsystem
behavior with signaturesof attack patterns,or through
machinelearning of normal behavior so that they can
detectanomalousactivity. While suchintrusiondetectors
(which we will refer to alsoassensors)area necessary
prerequisiteto identifying an intrusion, they end up
sensinga subsetof the intrusion's characteristics.In
reality, a typical intrusionexhibits severalcharacteristics
andmaytriggermultiple sensors.But a particularsensor
may respondonly with a weaksignalof an intrusionor
noneat all, and consequentlythe intrusion may escape
detection.One way to con�gure multiple detectorsis
to layer them which increasesthe detectionprobability.
Unfortunately, layering intrusion detectorsresults in a
system which is additive in the false-alarmrates of
eachlayer. Instead,if we effectively fusedetectiondata
from network intrusionsandhostintrusionsat a node(a

host-network interfacecombination),wecangaingreater
con�dence in �agging intrusions. In this paper, we
employ well known resultsfrom datafusion to correctly
weight thesignalsof theintrusionsensorsbasedon their
detectionand miss probabilities.An advantageof the
techniqueof datafusionis thatit enablesusto build upon
andreusepreexisting sensorsby incorporatingtheminto
new detectionschemeswithout sacri�cing accuracy.

Onceanintrusionis detectedatahost,weneedto take
preventive measuresand distribute this information to
otherhostsso that they cantake proactive actionagainst
a spreadingintrusion. Since an intrusion may spread
rapidly and unchecked behinda �re wall and propagate
to the extranet in the permissive outbound direction,
detectingthespreadof anintrusionin a timely fashionis
anadditionalrequirement.(In many cases,constraintsof
sizeandstealthof an attackcodelimit the mutationsin
a propagatingintrusion's attack pattern.Consequently,
a spreadingintrusion can be detectedwhen more than
onecompromisedhostreportsa similar intrusionwithin
a small time window.) Containmentmeasuressuch as
closing router ports and isolating compromisedhosts
have high overheads,further requiring that fusion and
information distribution stepsbe timely. We calculate
the reaction times neededto sti�e the spreadof an
intrusionwhenthe protectionis enforcedlocally within
an intranet. The analysis also suggeststhe response
time characteristicsrequiredin a wider areadistributed
network.

II. BACKGROUND AND RELATED WORK

Development of intrusion detection systems(IDS)
has increasedtremendouslyover the past �fteen years
becauseit hasbecameclear that compromisedmission-
critical systemscancauseseriouseconomicand infras-
tructure damage.Recently, the threat of cyber-warfare
and dangerof loss of physical security (e.g., through
breakdown down of basicservicesthrough invadedin-
formation infrastructure)have led to new initiatives [1]
to reinforcecyber-security.

Historic and current IDS's and the main approaches
they usehave beenclassi�ed in therecentliterature,e.g.,
in [2]. Searchingfor patternsof illegalactivity usingtheir
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signatures,unraveling intrusionsthroughrule basedstate
machines and expert-systems,recognizing suspicious
anomaliesby learning normal behavior, etc., are data-
intensive processes.As a result, it is not immediately
clearhow to put togetherdiverse(andoften orthogonal)
data detectorsto gain increasedinformation about an
intrusion. Correlating the data from different sources
and combining them heuristically (e.g., [3], [4], [5],
[6], [7], [8]) with searchtechniqueshave beeneffective
strategiesfor researchersto copewith the large amounts
of availabledata.Probabilisticandstatisticalapproaches
(e.g.,[4], [9], [10], [11]) havebeenusednotonly to build
better classi�ers but to understandthe limits of data-
driven analyticalapproaches(e.g., [12], [13]). Previous
work using Bayesiantechniquesin intrusion detection
has employed them as an inferencetool primarily to
computeconditional probabilities for a single sensor.
While therole of anintrusiondetectorasa sensorof data
is clear[14], [15], therehavebeenfew directapplications
of Bayesianmethodsfrom the areaof sensorand data
fusion to intrusiondetection.We apply techniquesfrom
data fusion to leveragepreviously developedintrusion
detectorsand signaturerecognizers(e.g., Snort [16]):
by incorporatingthem as building blocks within a data
fusion architecture,which we outline in Section III.
In Section IV, we discussan example in which the
sameintrusion is detectedat two different sensors,and
describea hierarchicalschemefor detectingandtracking
intrusion information.

To effectively fuse information from distributed
sources,and to prevent a spreading intrusion from
contaminatinga signi�cant fraction of all hosts, the
fusion and containmentphasesmust take place in a
timely manner. Simulations(e.g.,[17]) andmathematical
modelsfor thespreadof anintrusionbasedontechniques
from epidemiologyhave recentlybeenusedsuccessfully
to model the spread[18], [19] of the Nimda, Code-
Red, and Slammerworms. Moore et al. [20] analyze
the timing requirementsto quarantineself-propagating
intrusionsby computingthroughsimulationthe fraction
of machinesthat will be infectedwhen applying quar-
antineproceduressuchascontent�ltering within certain
time bounds.In SectionV, we analyzethe spreadof an
intrusionby introducinganidealizedquarantiningaction
into the mathematicalformulation. Oncewe determine
acceptableperformancefor the system's responseto an
intrusion,we canestimatethe responsetime parameters
of the containmentsystem.SectionVI summarizesand
concludesthe paper.

III. FUSING DATA AND INFORMA TION

Fusionmethodshavebeensuccessfulin reducingfalse
positivesin disparatedomainsasmedicaldiagnosisand
signal processing.Since excessive false positives (i.e.,
false-alarms)is a signi�cant problemfor IDS's, we are
motivatedto explore the datafusion approachfor intru-
siondetection.Techniquesfrom datafusiondemonstrate
how to combinethe decisionsfrom multiple sourcesto
achieve performance(detectionandfalse-alarmrates)at
a fuser that is better than that of any of the sources.
ThroughBayesiandetectiontheory, fusionminimizesthe
expectederror of the resultingsystem[21]. The fuser is
unconcernedabout the implementationinternalsof the
sensorsources,while requiring insteadthe estimatesof
joint distributionsof thesensorperformancecharacteris-
tics. In many cases,such distributions are not readily
available, and instead,empirical data can be used to
learn the fusion operatorsover a period of time, which
continuesto add to the strengthof the detector[22].
We note that empirical dataof detectorfailures is also
useful in determiningthe detector's contribution to the
fusedinformation.

A. Data Fusion

Eachindividual detectorgeneratesa decisiondepend-
ing on its estimateof the presence(

���

) or absence
(

���

) of an intrusion.For intrusiondetection,a detector
could be basedon packet information (e.g., in the case
of a single snort rule, or combinationof snort rules)
or traf�c levels (e.g., in the caseof a traf�c anomaly
detector). A fuser combines decisions from multiple
detectorsto generatea fuseddecision. Figure 1 shows
multiple detectorscontributing their decisionswhether
an intrusionhastaken placeor not to a fuser.
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Fig. 1. FusingMultiple Detectors

For a detector .0/ , 12/ is the value that the detector
submitsto thefuser, where1�/4365
7�8:9 denotesadetection
(or absence)of an intrusion.The outputof the fuser 1

�
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is given by the resultof the following comparison:
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the probability they producethat output when there is
no intrusion. The left hand side of the comparisonis
commonly called the likelihood ratio. The right hand
sideto compareagainstis aconstant,

F

, which is equalto
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is setat the endof the training period.Since

F

is unknown, we keepit at a level that will maximize
the identi�cation of the intrusionswhile minimizing the
false positives rate. With three or more sensors,[23]
proved that the valueof

F

canbe setso that the overall
probability of detectionat the fuser is superior to the
bestprobability of detectionat any of the sensors,and
the false-alarmrateat the fuser is lessthan the leastof
the false-alarmratesat the individual sensors.

Let
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9 ) be the missprobability
of detector .0/ and let
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false-alarmprobability. In thespecialcaseof statistically
independentdetectorsthe analytical form of the fuser
becomesquite simple.By taking logarithmsandsimpli-
fying in termsof the actualsensorvalue 1t/ we obtain
the formula [21]:
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When sensorsare not independent,which is the case
when they are correlated,this simple formula is not
valid. In that case, the correlation coef�cient method
canbe usedto designthe fuser, which is typically more
complex. Thesemethodsarebasedon knowing the joint
detectordistributionsin convenientform sothatthefused
decision functions can be computed[24]. In practical
IDS's, such joint distributions are dif�cult to derive

becausethey involve understandingthe relationshipbe-
tweenvariousdisparatedetectors.Instead,one can use
empirical data about the performanceof the detectors
against known intrusions. Such data can be used to
computethe neededfuser, which canbe improved over
time [22].

There are notable bene�ts to the approachoutlined
above:

‡ Previously availableintrusiondetectorscanbesim-
ply plugged in to the fuser. Simple incrementalre-
computationof the fuser is often suf�cient.

‡ As probability estimatesof detection and false-
alarms are re�ned over time, the performanceof
the fuserbecomesstronger.

‡ At any time in the future a new detectorcan be
addedor madeto replacean existing detectorby
incrementalre-trainingof the fuser.

IV. EXAMPLE FUSER DEPLOYMENT

We consideraconcreteattackexamplefrom theDarpa
1999 Lincoln Laboratoriestest suite [25] to illustrate
how an intrusionmay trigger morethanonesensorand
hence be detectedby a fuser. We then discusshow
system-widefusers, having determinedthat there has
beenan attack,go on to consolidateintrusion informa-
tion.

A. Exampleof Data Fusion

An attacker initiates a telnet sessionand usesthe ps
buffer over�ow attackto gainroot accessto themachine.
A snort alert is triggeredby the telnet session,and the
unusualps commandcharacteristicis detectedin the
BSM (BasicSecurityModule) logs. The snortalert and
theBSM logsareshown in Figure2. Thenetwork based
sensoraswell as the C2 level BSM audit sensorreport
their alertsto a fuser. If only oneof thealertsis received
in a requiredwindow of time, the fusion thresholdmay
not be crossed.(Note that it is possiblethat if the BSM
audit sensorhasa high capabilityto captureuser-to-root
attacks[25] by itself - its values of miss probability,

<qh
j

, andfalse-alarmprobability,
<ˆp

j

, may be suf�cient
to put the fusedmetric over the threshold

F

.) However,
whenboth alertsgo off, the fuser's thresholdis crossed
and the fuserdeclaresthe presenceof an attack.In this
particularexample,we canconjecturethat thesensorset
off on thehostdetectsthe intrusionindependentlyof the
sensortriggeredon the network becausethe behavioral
patternof attack on the host does not dependon the
modeof entry via the network.

After the fuserdecidesthat an attackhastaken place,
it sendsa vector of forensic information of the attack
datadetectedby thesensorsasanXML string to a local
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Fig. 2. SnortAlert andBSM SensorData

areanetwork (LAN) basedcentralagentthat can track
the spreadof the intrusion. In the future, as consensus
grows in the community for a format for attack trail
informationto includedatafrom multiple attacksensors,
the fuserscansendthe fusedalert in a standardformat
to the centralagent.

B. FusingDiverseSensors and InformationFusion

At an individual host,sensorspredict the presenceof
an intrusion by applying datafusion. As the scopeand
time scalesof an intrusion increases,the stepsof data
fusion are not as effective and we must resortto infor-
mationfusion.To track intrusionsfrom multiple sensors
and fuserspotentially distributed acrossthe network, a
central agentneedsto compareintrusionsobserved at
different host fusers.We call this agent the Response
Manager. On determiningthat 1

�

365 , i.e., a determina-
tion that therehasbeenan intrusion,a fuserrunningon
a host presentsthe forensic information to a Response
Managerasa vectorof detections7*1

�>=

12?

=A@A@A@I=

1
K

9 along
with the characteristicsof the applications(including
CPU usage,network packet signatures,openports,etc.)
currentlyexecutingon thehost.By performinga pattern
match of the information vector from different hosts,
a ResponseManagerisolatessuspectapplicationsand
determinesif the intrusionsarerelated.Patternmatching
and detectionof correlatedinformation here is a com-
ponentof the information fusion step which integrates
semanticcontent.

The high-level organizationof the fusion hierarchyis
shown in Figure 3. At the lowest level of granularity
is the data fusion operationthat takes place at a host.
Once a fuser detectsan alert, it submits its intrusion
information to the ResponseManagerin the LAN. If
a patternof attack is detected,the ResponseManager
noti�es other ResponseManagerpeersdistributed on
the wide areanetwork (WAN) to take immediateaction.
This actioncould include, for example,applyingnewly
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available patches,or closing susceptibleports for a
period of time. This procedureenablesthe distributed
intrusiondetectionandcontainmentsystemto determine
the characteristicsof the intrusion,andproactively take
containmentactions.In the next sections,we focus on
one aspectof the fusion and containmentsteps- the
cumulative responsetime they must supportto contain
rapidly propagatingintrusions.

V. CONTAINING INTR USION PROPAGATION

We consider the local (intranet) case of a self-
propagatingintrusionwherewe mustrespondrapidly to
a detectionat a nodeso that the intrusion's proliferation
canbe prevented.We evaluatethe intrusion's spreading
behavior for different reactiontimesof the containment
or throttling step.(Intrusionsmay be throttledby delay-
ing an applicationwith externalhigherpriority tasksor
with operatingsystemsupport,sealingoff speci�c ports,
isolating the host through gateway updates,etc.) We
observe from our analysisbelow that a responsesystem
which reacts individually to an intrusion must meet
restrictive timing constraints.However, if peerResponse
Managerscanbenoti�ed soonafter the �rst strike of an
intrusion,the per host responsetimescanbe relaxed as
long assystem-wide-noti�cationtime constraints(which
have more latitude)aremet.

A. SpreadingBehaviorfor Different ReactionTimes

Adopting the susceptible-infectives(•qŽ ) notationcon-
sistentwith recentwork [26], [20], Ž27*•)9 is the fraction
of infectedmachinesat time • . In this model,thechange
of the fraction of machines( •:Ž ) infectedby the worm
in a time increment •
• at time • is proportionalto the
numberof infected machines(which attempt to infect
others)and the numberof uninfectedmachines(which
determineshow many targetsareavailable).Writing the
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sameas a differential equationwith ‘ as the constant1

that determinesthe rate of transmissionfrom infectives
to susceptibleswe have:

•’Ž

•
•

3H‘“Ž27�5•~”Ž-9

Solving, we obtain the fraction of machinesinfected
at time t is: Ž�7*•!9[3 •�–�—�˜x™BšB›

��œ

•

–�—�˜x™Bšg›

. Mooreet al. [20] usedthis
formulation (which givescurvessimilar to thoseshown
in Figure 4, except that they rise sharplyand all reach

Ž27*•)9•365 ) anddemonstratedin a simulatednetwork that
a system-widecontent-�lteringapproachcanbeeffective
if performedwithin two minutes.

Now, supposethat it takestime ž to becomeawareof
andthrottle an attackat a host,e.g.,by usingoneof the
techniquesstatedabove. This meansthat hostsinfected
more than ž secondsin the past do not contribute to
new infections. Including this time into the spreading
formulationwe obtaina modi�ed differentialequation:

•:Ž

•:•

3Ÿ‘‚7�Ž�7*•!9q~”Ž27*•ˆ~ ž’9!9€7�5•~”Ž27*•)9!9

Evaluating numerically, Figure 4 plots Ž�7*•!9 against
time in secondsafter the �rst intrusion. Each curve
showstheinfectivesfor adifferent ž value.Datareported
in [18] estimatesCode-Redhad a ‘¡3¢8

@

8
£ shown in
Figure4(a).

Code-RedusesTCP and consequentlyspreadsat a
ratewhich is an orderof magnitudelessthanthe spread
rate of worms like the Slammer worm [19], which
(until bandwidthandbottleneckeffectsstoppedit) grew
initially with a ‘†¤¥8

@

5O5 . Slammerattemptedto make
total useof theavailablenetwork bandwidthat a hostby
usingastreamof UDPattackpacketsin whicheachUDP
packet encapsulatedthe completeattack. We approxi-
mately doublethe value of ‘ over Slammerto account
for targetedspreadingand future improved worms and
thus setting ‘¦3§8

@©¨

we observe from Figure 4(c) that
to keep an intrusion from infecting £ª8:« of the hosts
in the completenetwork, a purely local(i.e, within an
affectedintranet)responseneedsto take placein under ¬

seconds.For intrusionslike Slammer, the local response
time of 5A8 secondskeepsthe system-wideinfection rate
to under

¨

8:« . Theseconstraintsmay be hard to meet
becausethrottling of an intrusion often relies on high
overheadnetwork managementtasks. However, if we
canpeerwith othernetworksandalert themproactively,
a distributed reactionsystemmay effectively thwart the
global spreadof an intrusion.

1Researchersin [20] warnof the inherentlimitationsof usingonly
onescalar ­ which is an overall averageandhencemay not capture
behaviors like intentionaltargeting [18]. However, they suggestthat
scaledvaluesof ­ could cover thesecases.

B. ExtranetReactionSystems

As notedearlier, local reactiontimesin theorderof ten
secondsareeffective in containingwhat is likely a large
classof intrusions.However, we cantake advantageof a
responsemanagementframework outlinedin SectionIV
to notify remotepeersystemsof the detectedinfection.

Supposewe assumea system-wideautomatedre-
sponseof under ¬ª8 seconds– the vertical line in Fig-
ure4(c) – we notethatthevalueof Ž27*•)9 is approximately

5>¬
« evenwhentheindividual reactiontime is asslow as
5>¬ seconds.Thus,aslower local reactioncanbecompen-
satedby wide alertingof an attack.Alternativesto how
the distributedalertingcan take placeincludeDNS-like
information dissemination,hierarchical lookups from
trustedservers,peeringrelationships,etc..

VI. SUMMARY

We have outlined a methodologyto fuse detections
from diverse intrusion sensors.The advantageof this
techniqueis thatdissimilarandindependentdetectorsof
intrusion can be combinedef�ciently without increas-
ing false-alarmrates. To relate the local detection to
containmentwe investigateda mathematicalmodel to
analyzeintrusion spreadingand throttling effects. The
resultssuggestthat an autonomousresponsesystemthat
reactsat the local intranet level in under ten seconds
can be effective in keeping a majority of aggressive
intrusions from spreadingunchecked. However, when
a system-widealerting mechanismrespondsin under
approximatelya minute,a global infection may be con-
tainedevenif werelaxthelocal reactiontimeconstraints.
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